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Abstract

Microservice architecture has become a dominant paradigm for building scalable and maintainable
enterprise applications, particularly in large organizations adopting agile methodologies.
Simultaneously, observability has emerged as a key requirement for maintaining Quality of Service
(QoS), resilience, and efficient debugging in distributed systems. The aim of this study is to identify,
categorize, and evaluate observability patterns specifically tailored for Java-based microservices built
with the Spring Boot framework. To achieve this, a review of both academic and technical industry
literature was conducted - though not as a formal systematic review - focusing on recurring strategies
for metrics collection, logging, tracing, and alerting. The results present a systematized set of
observability patterns, along with insights into their practical applications and associated trade-offs.
The implications of this work suggest the need for more consistent adoption of design-level
observability practices. By providing a consolidated and context-specific overview of observability
strategies, this paper contributes original value to both academic discourse and industry practice in the
field of microservices engineering.
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Introduction

A Web Service is a self-describing, self-contained software component that is accessible over a
network. It provides specific functionality, performs defined tasks, solves problems, and handles
transactions [1]. A single web service can often be conceptualized as a “black box”: it reacts to user
input and responds with a computed output [2]. Frequently, such services are implemented as part of a
monolithic application - a large, tightly coupled codebase that encapsulates numerous business or
technical processes. Over time, the complexity of such monoliths can grow to an extent that makes
even small changes difficult and time-consuming. At this point, incremental evolution becomes
insufficient; a full-scale refactoring is required, often leading to the architectural transition toward
microservices [3].

Microservices are small, independently deployable components that each serve a narrowly defined
responsibility. By decomposing a monolithic system into a set of distributed microservices,
organizations can improve scalability, reduce delivery time through Continuous Integration and
Continuous Delivery (CI/CD), and enable autonomous, cross-functional teams to manage their own
services [4].

In control theory, observability refers to the ability to determine the internal state of a system based
solely on its output over time [5]. While this definition does not fully align with the nature of distributed
systems, it serves as a conceptual foundation for understanding observability in the context of web
services. In the microservices ecosystem, observability has become a key discipline: it aims to provide
deep insight into the internal behavior of services, helping developers diagnose root causes of
performance degradation or system failures. As a result, observability directly supports the delivery of
high-quality services.

A critical concept closely tied to observability is Quality of Service (QoS) - a set of non-functional
attributes, such as availability, latency, and reliability, that must be consistently maintained to ensure
optimal user experience [6]. Observability practices and tools play a central role in monitoring and
preserving these QoS attributes across distributed systems.

According to practitioners such as Chris Richardson, founder of microservices.io and author of
Microservices Patterns (with examples in Java) [7] [8], as well as Nebrass Lamouchi, author of Pro Java
Microservices with Quarkus and Kubernetes: A Hands-on Guide [9], various architectural patterns have
emerged that support observability in microservice-based systems. However, despite the proliferation
of such patterns in literature and practice, there is a noticeable lack of systematic classification,
especially within the specific context of Java-based applications using the Spring Boot framework.

This paper aims to address this gap by identifying, organizing, and analyzing key observability
patterns relevant to Spring Boot microservices. It investigates supporting tools, libraries, and
frameworks that facilitate implementation and integration of observability practices in real-world Java
applications. The objective is to provide a structured overview that can serve as a reference for
developers and architects seeking to enhance system visibility and QoS in distributed environments.

To ensure the relevance and depth of the identified observability patterns, this study employs a
narrative literature review focused on the most current and impactful contributions in a field. Following
this schema, a broad set of academic and technical publications was initially surveyed, with only the
most pertinent, recent, and peer-recognized works retained for further analysis. This approach enables
the paper to highlight practical and contemporary insights on observability in Java-based microservices.

The article is structured as follows: the second section provides background on observability
patterns. The third section presents their application within Spring Boot based web services. Section
four discusses empirical findings and outlines conclusions and directions for future research.
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Observability Patterns Recognition

This section focuses on identifying and describing core observability techniques within the context of
microservice-based architecture.

Log aggregation

In monolithic applications, logs are typically stored in a single location, often within one directory. In
contrast, microservices-based applications consist of multiple service instances running across
distributed hosts [10]. As requests flow through different services and locations, each instance
produces its own independent log file. This decentralized logging makes it extremely difficult to trace
the overall behavior of the system or to identify and resolve failures, especially when troubleshooting
requires reviewing logs across multiple machines [11].

This challenge is addressed by using a centralized logging system that aggregates log data from all
service instances into a single location. Once centralized, logs can be easily queried, visualized, and
analyzed by developers, DevOps engineers, or system administrators [12]. Modern logging platforms
often support the configuration of alerting mechanisms triggered by specific log messages, improving
proactive monitoring.

In summary, log aggregation is the process of consolidating distributed logs into a unified platform,
enabling effective log management, enhanced security visibility, and performance diagnostics. It forms
a foundational layer of observability in distributed systems.

Health check
Monitoring the availability and correctness of services is a fundamental practice, and frequently a
business requirement - in production-grade systems. Numerous factors can impact service

performance, including network latency, resource availability, and infrastructure limitations. Service
instances can degrade or fail entirely due to any of these influences [13].

To reduce downtime risk, services should be monitored at regular intervals using health checks.
These are typically implemented as REST APl endpoints (e.g. /health) that validate the operational state
of the application. When invoked, a health check should verify internal dependencies (such as database
connections or external APIs) and report whether the system is UP (healthy) or DOWN (unavailable). If
even one critical check fails, the service is considered unavailable [14].

Health checks provide a simple and effective way to determine whether a service is ready to handle
requests, supporting both uptime guarantees and dynamic orchestration.

Application metrics

In a microservices environment, achieving transparency and visibility into system behavior is critical.
Application metrics provide time-series data used to detect anomalies, evaluate performance, and
forecast future behavior. Metrics can include [15]:

¢ The number of processed requests per time unit;
® Average response time;

* Error rates;

CPU and memory usage.

These values are collected and stored in a centralized metrics platform, supporting operational
decisions based on quantitative insight. Two common data collection models are used [16]:

® Push: where services periodically send metrics to a collector;
¢ Pull: where a central system queries the services for current metrics.

Although application metrics do not directly identify root causes of issues, they are instrumental in
early detection and trend analysis, playing a vital role in maintaining system health and stability.
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Audit logging

Unintended behavior within distributed systems is often the result of specific user actions or internal
service interactions. Audit logging captures a chronological record of events - such as user activity,
configuration changes, deployments, or service restarts - that allow teams within an organization to
reconstruct the sequence of events leading to a particular state [11]. Audit logs are typically stored in a
dedicated logging system or database and can provide insight into:

¢ Who made changes to the system?
¢ When deployments occurred?
* Whether unauthorized or unexpected actions took place.

A best practice is to log all production-level operations, including application starts, stops, and
installations [17]. Given that high availability is a key objective in microservices, logging even seemingly
minor service state changes is critical for accountability and forensic analysis - especially since service
issues often arise after new deployments.

Observability Patterns Application

This section presents practical implementation insights of observability patterns in the context of
Java-based microservices developed with the Spring Boot framework.

Log aggregation

One of the most prominent tools for centralized log aggregation is Splunk - a commercial platform
designed for searching, monitoring, and analyzing machine-generated data via an intuitive web
interface. Splunk provides real-time insights into the operational state of distributed applications by
aggregating logs from large clusters of services. It features optimized query mechanisms, structured
data indexing, and support for alerting and reporting based on predefined log patterns. Its versatility
also allows for the ingestion of a wide range of data types.

In typical use cases, Splunk is integrated with services via APIs or lightweight forwarders that
transmit logs directly from host machines and application containers. In the context of Spring Boot,
integration with Splunk can be achieved using appenders for Logback or Log4j2, which transmit log
events to a centralized Splunk endpoint, often in structured formats like JSON.

An alternative, open-source-based solution is the ELK Stack, consisting of:

e Elasticsearch - a distributed search and analytics engine;

¢ |ogstash - a data processing pipeline that ingests, transforms, and forwards log data from various
sources;

¢ Kibana - a visualization dashboard used to explore and analyze log data in real time.

A typical ELK-based architecture (Figure 1) for log aggregation might work as follows: Spring Boot
services are configured to send structured log messages to Logstash (via HTTP or TCP). Logstash parses
and processes these logs, forwarding them to Elasticsearch for indexing. Kibana, in turn, provides visual
representations of the indexed data, allowing users to create dashboards and alerting rules.

Both Splunk and the ELK stack serve as effective solutions for implementing log observability in
Spring Boot microservices. They allow teams to centralize and contextualize log data from across
services, enabling faster diagnosis, incident response, and service optimization.
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Figure 1: An example use-case of the ELK stack (source: [9])

To illustrate how log aggregation can be practically implemented in a Spring Boot application, a
typical integration with the ELK stack may involve configuring a Logback appender to send structured
log data to Logstash. For example, the logback-spring.xml file can be set up with a TCP appender that
transmits logs in JSON format directly to a Logstash instance. On the Logstash side, a corresponding
pipeline can be defined using a configuration file (logstash.conf) that listens on the appropriate port,
decodes incoming JSON messages, and forwards them to Elasticsearch for indexing. Once the data is
indexed, Kibana can be used to create real-time dashboards that visualize log levels, error frequencies,
or service-specific events. This setup allows developers and operators to gain actionable insights into
the behavior of distributed Spring Boot services and supports rapid diagnosis and optimization efforts.
This hands-on configuration not only exemplifies the mechanics of centralized log observability but also
bridges the gap between abstract patterns and their real-world application.

Health check

There are several approaches to implementing health checks in microservices. A basic method
involves creating a simple controller that returns an HTTP 200 OK status upon a successful request.
While easy to implement, this approach only confirms that the service is up - it does not provide
meaningful insight into the service’s internal health or the availability of its dependencies.

Spring Boot offers a more advanced solution through its built-in health indicators. These indicators
can be extended or overridden using the HealthIndicator interface (e.g. Figure 2). For example, suppose
a Spring Boot application depends on an external service (e.g. Service A). If Service A becomes
unavailable (DOWN state), the application should be considered partially or fully non-functional. In
such cases, a custom health indicator can expose this dependency status as part of the application’s
overall health.

For more sophisticated health check mechanisms, developers can use SmallRye Health [18], an
implementation based on the Eclipse MicroProfile Health specification. It extends the basic model by
exposing multiple RESTful endpoints, which provide fine-grained diagnostics:

/g/health/live - confirms the application is running;

/g/health/ready - verifies readiness to process requests;
/g/health/started - indicates the service has completed its startup phase;
/g/health - combines all checks into a comprehensive report.

Each endpoint returns a JSON payload with:
e status - the overall result (UP, DOWN, etc.);

¢ checks - an array of individual health checks with their own statuses.

The global status is computed as a logical AND across all declared sub-checks, ensuring reliability in
health evaluations.
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HealthController HealthIndicator ({
String

String

@Override
Health health () {
(!isRunningServiceA ()) {
Health.down () .withDetail (
} «build ()

Health.up() .withDetail (
) .build()

Boolean isRunningServiceA() {
sRunning
(Socket socket =
Socket (
java.net.URL ( ) .getHost ()
isRunning

isRunning

Figure 2: Sample implementation of the Healthindicator interface indicating if the service A is UP (source:
own work)

Additionally, the Spring Boot Actuator module (org.springframework.boot:spring-boot-starter-
actuator) [19] provides a highly configurable /health endpoint. When combined with service
configuration and optional dependencies like Elasticsearch clients, the actuator can reveal detailed
status information - such as the validity of database connections, disk space availability, or message
broker responsiveness. This makes it a critical component for service monitoring in production
environments.

Application metrics

In distributed microservice environments, observability is dependent on getting real-time metrics
from all services. Metrics provide very important insights to either drive operational decisions, identify
anomalies, observe trends. Many specialized libraries for exposing metrics and tools for creating own
ones will also be identified within the Quarkus framework. Grounded by current trends and demands
within the market of cloud solution, Micrometer core is embraced as the level of base standard. The
quarkus-micrometer defines several core metric types:

e Counter - tracks monotonically increasing values, such as the number of API calls;
® Gauge - reflects the current value of a variable, such as active thread count;

¢ Timer - measures duration and frequency of timed events;

Distribution summary - tracks the distribution of events.

Spring Boot Actuator automatically configures a MeterRegistry bean when Micrometer is in the
classpath. This registry collects and publishes metrics to the configured backend. Without any major
problems there exists ability to check statistics related, for instance, to http requests (Figure 3) or
repository invocations. While metrics do not directly explain the root causes of performance issues,
they are essential for early detection and trigger deeper diagnostic workflows when deviations occur.
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1.

Figure 3: Sample response to a GET request at Actuator endpoint /metrics/http.server.requests (source: own

work)
Audit logging

Audit logging focuses on recording user actions and system-level events to provide traceability and
accountability within a distributed system. In microservice architectures, where services often operate
autonomously, tracking changes-especially across multiple services-is critical. Typical audit logs
capture:

¢ user-initiated actions (e.g. data updates);
* system events (e.g. deployments, restarts, or crashes);

* inter-service communications (e.g. API calls between microservices).

Logging the precise time and identity associated with a database schema change can help determine
the cause of a service outage. In environments requiring high availability, audit logs are useful for
verifying whether deployments or changes were intentional and properly scheduled. In Java
applications, audit logging can be implemented using structured loggers like SLF4) or Logback,
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combined with storage backends such as centralized logging systems. These logs can later be correlated
with system metrics and traces to provide a full view of operational behavior and compliance.

In a typical Spring Boot application, audit logging can be implemented by leveraging the capabilities
of AOP (Aspect-Oriented Programming) in combination with structured logging frameworks. For
instance, custom aspects can intercept annotated methods or critical operations - such as data
modifications, authentication events, or service-to-service calls - and log relevant audit information
including user identity, timestamp, and payload metadata. These logs can be formatted as JSON and
routed through SLF4J-compatible libraries like Logback to external log aggregation systems. Integration
with Spring Security can further enrich audit trails by including authenticated user details. To ensure
consistency and traceability, audit entries can be tagged with correlation IDs or transaction identifiers,
making it easier to reconstruct distributed workflows during analysis. Such an approach aligns with
compliance requirements and enables teams to enforce accountability while maintaining a centralized
audit trail for forensic and regulatory purposes.

Conclusions And Future Works

Observability in microservice-based systems plays a foundational role in enabling teams to identify
faults, detect anomalies, and optimize service performance. With microservices often spanning
multiple systems and operating independently, pinpointing the source of errors becomes a non-trivial
and time-intensive task. Observability techniques - such as log aggregation, health checks, metrics, and
audit logging - offer essential support for these challenges by giving development and operations
teams actionable insights into system behavior.

This study focused on a widely adopted framework: Spring Boot, which is commonly used to build
scalable web applications.

The analysis reveals the rich ecosystem of observability-related tools and libraries available for Java
developers, reflecting the growing industry emphasis on robust service monitoring and diagnostics.

The research also highlights a gap in structured systematization of observability techniques - many
resources describe individual practices, but a unified, comparative framework is still lacking. This article
aims to address that by organizing and contextualizing the core observability patterns in a coherent
manner specific to Java microservices.

As a future avenue of work, a focus should be put on investigating the observability pattern in the
context of other popular programming languages and frameworks for writing web applications, for
example C# and .NET or Python and Django.
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